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Abstract— The increasing use of object-oriented paradigm has
proposed new challenges to measuring the software. Traditional
software metrics, like lines of code, have seen to be incapable
of measuring the attributes of object-oriented programs. This
has lead to development of spesific object-oriented metrics and
their use in empirical studies. In this paper, some of the
software metrics and empirical studies are discussed, but the
main focus is on two papers: object-oriented metrics suite by
(Chidamber & Kemerer, 1994) and its application to predicting
the maintainability of the system (Li & Henry, 1993).
A similar study is conducted and its results compared to the
ones by Li and Henry. The data is collected from an open source
project, Ant, that is part of the Apache. The purpose of this
study is to see how CK metrics can be used to predict the
maintainability in open source environments. The results partially
revalidate the models by Li and Henry, but also raise new open
questions.

Index Terms— object-oriented, metrics, maintenance, open
source

I. INTRODUCTION

THE history of software metrics has been intertwined with
the development of the software itself. When programs

were constructed using merely assembly languages, a number
of machine instructions could be measured. When higher-level
languages emerged, one was able to measure the lines of
code (LOC) in the program. The increasing use of software in
commercial and governmental environments established a need
for concrete, quantitative metrics. A number of metrics were
introduced, e.g. McCabe’s cyclomatic complexity (McCabe,
1976).

But when first object-oriented languages were developed,
it soon became clear that the existing software metrics,
developed mainly for imperative languages like C, weren’t
able to fully capture the aspects of OO (object-oriented)
programs. These traditional software metrics, like lines of
code or cyclomatic complexity, could of course be used to
measure OO programs. They were just somewhat incapable
of measuring the full attributes of these programs.

This situation led to the development of spesific object-
oriented metrics. Most famous of these metric sets is the set by
Chidamber and Kemerer (Chidamber & Kemerer, 1991). It has
been used in various real-life empirical studies (e.g. Chidamber
& Kemerer, 1994, Li & Henry, 1993, Tang et al. , 1999 and
Sharble & Cohen, 1993). One of these studies (Li & Henry,
1993) tried to empirically verify the correlation between CK
(Chidamber-Kemerer) metrics and system maintainability.

The approach of Li and Henry is imitated in this paper. But
instead of a large commercial system, the data is collected
from an open source project: Ant Apache Project. Thus,
this paper has two motivations. First, I try to revalidate the
correlation between CK metrics and maintainability. Second,
these results might give a hint of the nature of open source
projects.

The rest of the paper is organised as follows. The next chap-
ter discusses briefly the history and evolution of traditional and
object-oriented metrics and takes a look at different empirical
studies in this field. Next, the CK metrics and a few additional
metrics are discussed more thoroughly. After that, the emprical
data is introduced and explained. Next, the results are shown
and analyzed. Finally, I end this paper with conclusions and
suggestions for future work.

II. BACKGROUND

As stated in the previous chapter, the development of soft-
ware metrics has followed the development of programming
languages and software engineering. In science, the theory
alone cannot suffice - one always has to be able to verify the
theory with empirical studies. Sometimes theory is developed
first and verified afterwards with measures. Sometimes a huge
database of observations is collected first and then formalized
as a theory. In any case, one might say that a thing that cannot
be measured cannot be a subject to full scientific study. The
evolvement of software engineering as a scientific approach
has stressed the need for concrete measures of software.

In addition, the managerial side of metrics is very important.
As software projects are often lengthy, costly and very risky,
the managers need to have some concrete measures of the
status and quality of the project. This is where software metrics
are needed.

Software metrics can be categorised into internal and ex-
ternal metrics (Henderson-Sellers, 1996, chap. 3.1). Internal
metrics measure the internal characteristics of the program,
typically structural complexity. Common metrics of structural
complexity are for example size and control flow complexity.
External metrics measure the external quality attributes of a
program, like maintainability, performance, testability etc. This
categorisation is summed in Table I (Henderson-Sellers, 1996).

But these two categories are not equal. Internal measures
are often unambiguously defined, objectively measured and
easily verified. Unfortunately, they are not interesting to the
eager manager wanting to know the status of the project.
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TABLE I

INTERNAL AND EXTERNAL METRICS

Internal characteristics External characteristics

Size Complexity

Control flow complexity Understandability

Intermodule coupling Modifiability

Modular cohesion Testability

Maintainability

Quality

Instead, the manager wants to know the external qualities
of the program, like maintainability. Unfortunately again, the
external measures are hard to define and measure. What
the manager wants, and what has been the goal of many
empirical studies, is an answer to the question: can the internal
measures of a program be used to predict any of the external
measures? This was the goal of (Li & Henry, 1993): to find
any correlation between internal characteristics (CK metrics)
and maintainability.

In the following, a brief summary of most common metrics
is given.

A. Traditional metrics

The very first metrics in software engineering measured the
size characteristics of the programs. The best known of these
size metrics is lines of code (LOC). It can be defined in many
ways, but one of the most accepted of them is source lines
of code (SLOC). It is usually defined as number of lines in
the source code that contain code (no comments, no blank
lines). The main disadvantage of LOC is that it is dependant
on programming style and language. But it is obviously very
easy to collect and interpret, and is therefore probably the most
used metrics in software engineering.

One of the most widely accepted complexity measure was
introduced by McCabe (McCabe, 1976), and it is called
McCabe’s cyclomatic complexity. It measures the number
of linearly independent execution paths through a program
module, thus providing a single number that can be compared
to other modules and programs. Cyclomatic complexity is
calculated from the graph that depicts the control flow in a
module. Given the graph

�
, cyclomatic complexity ��� is

defined as:

����� �����	� � ����
�� � ������ � ���

where
�

is the number of edges in the graph,
�

is the number
of nodes in the graph and

�
is the number of connected

components.
The lower the value of cyclomatic complexity is, the simpler

and more straightforward the module is. Cyclomatic complex-
ity is meant to be language independant, thus providing a
uniform measure of different programs. Unfortunately, when
using object-oriented paradigm, cyclomatic complexity doesn’t
tell the whole truth. When programs are constructed as objects
and their responsibilities, cyclomatic complexity can capture
only a part of the complexity in the program.

Another very popular complexity measure was introduced
by Halstead (Halstead, 1977). Instead of constructing control
flow graphs, it measures the complexity directly from the
source code. Four distinct scalars are defined:��� the number of unique operators��� the number of unique operands� � the total number of operators� � the total number of operands

Any symbol or keyword used to represent data is usually
an operand, and a keyword that is used to specify an action
is considered as an operator. For example, variable names are
operands, whereas operators are arithmetic symbols, keywords
(if, else, while), special symbols (==, braces) etc. Using
these scalars, Halstead defines five measures that can be used
as a metric: program length, program vocabulary, volume,
difficulty and effort. For example, program length is th sum
of total number of operators and operands (

����� � �� � ).
These five measures are often used a predictor for mainte-

nance effort. However, there has been wide dispute over the
effectiveness of Halstead measures on maintainability. They
have been said to be “convoluted” and “unreliable” (Jones,
1994), while some found them to be quite good estimators
(Davis & LeBlanc, 1988). However, they are quite popular
metrics even today.

B. Object-oriented metrics

The development of object-oriented languages brought new
challenges to traditional software metrics. After all, the tradi-
tional metrics relied on the notion of control flow flowing
through the modules. This is only partially true for object
oriented programs. Still, a part of the complexity of the
programs is in the functions (or methods) in the modules. But
a whole new level of program comprehension derives from
the use of OO paradigms, like inheritance. A great part of
the logic (and complexity) of the program is now handled
through objects. This called for a need of new, spesifically
object-oriented metrics.

Three core concepts in OO paradigm are encapsulation
or information hiding, data abstraction and inheritance. It is
stated in (Harrison et al. , 1997) that many of the available
object-oriented metrics attempt to capture these key elements.

One of the best known of these metrics is the set of
Chidamber and Kemerer, which was first introduced in (Chi-
damber & Kemerer, 1991) and later redefined in (Chidamber
& Kemerer, 1994). It contains six different metrics:

WMC Weighted Methods per Class is calculated for a class
as ������ � � � , where

�
is the number of methods and� � is the complexity of method ! .

DIT Depth of Inheritance Tree tells the maximum length
from this class to the top node in the class inheritance
tree.

NOC Number Of Children tells the number of direct sub-
classes for a class.

LCOMLack of COhesion in Methods measures the number
of separate pairs of class methods reduced by number
of joint class methods. Two methods are said to be
separate if they do not refer to any same instance
variables in the class.
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CBO Coupling Between Objects measures the level of
coupling between classes. Coupling is said to occur
when one class uses functions or variables of another
class.

RFC Response For a Class counts the occurences of calls
to other classes from this class.

In (Chidamber & Kemerer, 1994), these metrics are eval-
uated against Weyuker’s proposed set of measurement prin-
ciples (Weyuker, 1988). In addition, an empirical study and
its results are described. A more detailed description of CK
metrics is given in the next chapter.

Even though CK metrics are well known and used, they have
been criticised widely. For example, (Churcher & Shepperd,
1995) describes a situation where WMC metric might not be
unambiguous. In addition, WMC doesn’t define what should
be used as a complexity number � � for a method. While (Chi-
damber & Kemerer, 1994) takes this as an advantage, others do
not (Harrison et al. , 1997). CBO has been criticised for taking
all coupling occurrences as equal. (Hitz & Montazeri, 1996)
points out that coupling to an instance variable is stronger
than coupling to a method, while coupling to an instance
variable of a foreign class is stronger than coupling to an
instance variable of a superclass. In addition, some anomalities
and possible corrections of LCOM are described in (Hitz &
Montazeri, 1996). Also (Harrison et al. , 1997) points out some
weaknesses in WMC, DIT, RFC and NOC.

All in all, a wide variety of corrections and redefinitions
have been proposed to CK metrics. In addition, many other
object-oriented metrics have been proposed. The set of Lorenz
and Kidd (Lorenz & Kidd, 1994) is also widely known.

Lorentz and Kidd propose an extensive set of metrics in
(Lorenz & Kidd, 1994), ranging from management process to
project metrics. The ones that deal with design and analysis
of the source code are labeled as design metrics (see Table
II). These design metrics are then divided into seven different
categories.

� Method size
A method’s size can be measured in many ways. Lorenz
and Kidd show four different ways of quantifying an
individual method in a class. These include traditional
LOC, but also message passing is considered.

� Method internals
Method internals describe the internal characteristics of
methods in a class. Traditional complexity metrics are
first discussed and then a new approach is taken.

� Class size
The size of a class can be measured in many ways. Lorenz
and Kidd list different approaches: methods vs. variables,
public vs. private, static vs. instance.

� Class inheritance
Inheritance is one of the core concepts of OO paradigm,
so many metrics can be evolved around it. These metrics
deal, like DIT and NOC by CK, with classes inheriting
other classes.

� Method inheritance
CK metrics didn’t take into account how methods are
involved in inheritance. These metrics count the number
of overriden, inherited and added methods.

TABLE II

DESIGN METRICS SUITE BY LORENZ AND KIDD

Method size Number of messages sent

Number of statemets

Lines of code

Average method size

Method internals Method complexity

Strings of message sent

Class size Number of public instance methods

Number of instance methods

Average number of instance methods

Number of instance variables

Average number of instance variables

Number of static methods

Number of static variables

Class inheritance Class hierarchy nesting level

Number of abstract classes

Use of multiple inheritance

Method inheritance Number of methods overriden by a subclass

Number of methods inherited by a subclass

Number of methods added by a subclass

Specialization index

Class internals Class cohesion

Global usage

Average number of parameters per method

Use of friend functions

Percentage of function-oriented code

Average number of comment lines per method

Average number of commented methods

Number of problem reports per class

Class externals Class coupling

Number of times a class is reused

Number of classes/methods thrown away

� Class internals
This set of metrics looks at the design of the classes’
internals - how they use their instance variables, what
external referenced they make, and so on.

� Class externals
This set of metrics describes how classes relate to other
classes, subsystems and so on.

Lorenz and Kidd also present a large variety of empirical
results on these metrics and treshold values for their metrics.
And like CK metrics, these metrics have been placed under
criticism, for example (Harrison et al. , 1997).

There is a wide variety of other object-oriented metrics. But
according to (Henderson-Sellers, 1996), only a small number
of these metrics is commercially viable.

C. Empirical studies on OO metrics

Any metric suite must be validated empirically. For ex-
ample, Chidamber and Kemerer validate their metric suite
in (Chidamber & Kemerer, 1994). This study collected data
from two commercial projects using different programming
languages over several years. The quantitative results of the
study were then compared to the qualitative assessment of the
code. These results are described in the next chapter.
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TABLE III

BREWERY CONTROL SYSTEM STUDY BY SHARBLE AND COHEN

Metric Data driven Responsibility driven

WMC 130 71

DIT 21 19

NOC 19 13

CBO 42 20

RFC 293 127

LCOM 64 21

WAC 64 44

NOT 0 0

VOD 40 0

Another study (Sharble & Cohen, 1993) used CK metrics
suite for a bit different purpose. It compared the numerical
results of CK metrics when programs had been designed
and developed using two alternative approaches. The study
examined two brewery control systems, one developed using
data-driven design, one developed using responsibility-driven
design. Their results are shown in Table III. These results
quantitatively compare the different approaches and the metric
results they provide. The striking differences show the more
complex design that resulted from the data-driven approach.
In addition to CK metrics, they used three other metrics,
namely WAC (weighted attributes per class), NOT (number of
tramps defined as the total number of extraneous parameters
in the method signatures) and VOD (violations of the law of
Demeter).

When the validation has been done, a metric suite can be
used to predict the desired attributes of a program. According
to (El Emam, 2001), it is necessary to gather historical data in
order to build an estimation model for the quality attributes.
In practice, the estimation of quality attributes means either
estimating reliability or maintainability (El Emam, 2001).
Reliability is typically measured as the number of defects,
either pre-release of post-release. Maintainability is usually
measured as change effort.

One study that estimated the reliability of the system from
CK metrics is (Tang et al. , 1999). It divides faults in an OO
program into three categories: faults that are due to the OO
paradigm (inheritance, polymorfism), faults that are related to
object management (object copying, references) and traditional
faults. Data is collected from three commercial systems and
then a regression analysis between CK metrics and fault
occurrence is done. This analysis shows that WMC and RFC
might be good indicators for faults.

But the most important empirical study for this paper is the
one by Li and Henry (Li & Henry, 1993). It tried to create
an estimation model between OO metrics and maintainability.
The independent metrics were five CK metrics and three
additional metrics: MPC (message passing coupling, defined
to be number of send-statements define in a class), DAC (data
abstraction coupling, meaning the number of abstract datatypes
defined in a class) and NOM (number of public methods in
a class). In addition, two size metrics were used: number of
semicolons in a class and number of properties (attributes and
methods) in a class.

Maintainability was measured as a number of changed lines
of code during the maintenance history. Li and Henry admit
that this is a measure of change size, not maintenance effort.
But it is noted that these two concepts are related to each
other.

Li and Henry tried to answer three questions. Does the
full model (including all OO metrics and two size metrics)
correlate with the change size? Does the size model (including
only two size metrics) correlate with the change size? Is there
any difference between the full model and size model, or do
the size metrics account for all correlation in the full model?
They collected their measures for three years and then did a
regression analysis on the data.

The analysis implied three things. First, it showed a high
correlation between the full model and size of the change, with
significant results. This implies that “the prediction of main-
tenance effort from metrics is possible” (Li & Henry, 1993).
Second, it showed a correlation between the size model and
size of the change, again with significant results. This implies
that “the size metrics can account for a large portion of the
total variance in the maintenance effort” (Li & Henry, 1993).
In addition, the study compared the two models and concluded
that these two models are not equivalent. “Thus, the metrics
(full model) contribute to the prediction of maintenance effort
above and beyond what can be predicted using the size metrics
alone.” (Li & Henry, 1993).

This approach is taken as a basis for the empirical study
conducted in this paper.

III. SELECTED METRICS

This chapter describes the six CK metrics more thoroughly.
These metrics were first introduced by Chidamber and Ke-
merer in (Chidamber & Kemerer, 1991), but later redefined
in (Chidamber & Kemerer, 1994). The definitions presented
below are from the latter paper (Chidamber & Kemerer, 1994).
In addition to the CK metrics, some additional metrics used
in my study are described.

Empirical results of these metrics can be found in the next
chapter.

A. Weighted Methods per Class

Weighted methods per class or WMC is the sum of the
methods in a given class weighted with method complexity.
If class � has methods � ��� � ������� � ��� and these methods
have complexity values � ��� � � � ����� � � � respectively, then the
weighted methods per class for class � is

	�
 � �
��
� � � � �

(Chidamber & Kemerer, 1994) doesn’t define how the
complexity values � � are calculated. It merely suggests that
these values can be set to unity, which means that the formula
becomes simply

	�
 � ��
. The idea behind this kind of

value is to give freedom of choosing the best fitting complexity
metric for a method.

According to (Chidamber & Kemerer, 1994), the number
of methods and their complexity values indicate how much
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Fig. 1. Inheritance tree

time and effort is required to develop and maintain the class.
Since all subclasses will inherit all methods in a given class,
a large WMC value suggests a great influence to children
of this class. In addition, classes that have large numbers of
complex methods are more likely to be application spesific,
thus limiting the possibility of reuse.

In my study, I shall set � � to be the cyclomatic complexity
(McCabe, 1976) of method ! . This approach was adopted from
the study of Li and Henry (Li & Henry, 1993).

B. Depth of Inheritance Tree

Depth of Inheritance Tree or DIT is the maximum length
from the given node to the root of the tree in the class
hierarchy. If no multiple inheritance is allowed, is can be
described as the number of direct and indirect superclasses
of the given class. For example, in Fig. 1, class A has DIT
value 0, while class F has DIT value 2.

According to (Chidamber & Kemerer, 1994), the deeper the
class is in the hierarchy, the greater the number of methods
it is likely to inherit. This means that it is hard to predict its
behaviour. Deeper trees mean greater design complexity (since
there are many classes involved) but they also might suggest
greater potential reuse.

C. Number of Children

Number of Children or NOC tells the number of direct
subclasses for a given class. For example, class C in Fig. 1
has NOC value 3, while class B has NOC value 0.

According to (Chidamber & Kemerer, 1994), large number
of children means greater reuse, since inheritance is a form of
a reuse. But if a class has a very large NOC value, it might
suggest improper abstraction of the parent class. NOC gives a
hint of the potential influence of the given class on the design
of the system. It thus implies that classes with high NOC
should be tested thoroughly.

D. Coupling Between Objects

Coupling between objects or CBO tells the number of other
classes that the given class is coupled to. It is defined that two

classes are coupled if methods declared in one class access
methods or instance variables in the other class. It is worth
noting that this covers the coupling through inheritance too,
since subclasses do access the methods and instance variables
of their superclasses. Coupling is a kind of a dependency: if
one class is coupled to another, it depends on it.

According to (Chidamber & Kemerer, 1994), excessive cou-
pling between object classes prevents reuse and ruins modular
design. The more independant a class is, the easier its reuse is.
Inter-object coupling should be kept to a minimum in order to
improve modularity and encapsulation. Highly coupled class
is vulnerable to changes in the coupled classes, and requires
therefore excessive maintenance effort. This suggests the effort
needed to test a class: the higher the coupling, the more
rigorous the testing should be.

E. Response for a Class

Response for a class or RFC is defined to be the size of the
response set for a given class. Thus

��� � ��� ��� �
where

���
is the response set for the class. It can be defined

as

��� � 
	� �
�


� � �
� � �

where

 ��� � � � ����� � � �� is the set of methods in the

class and
� � is the set of methods called by method � � .

Thus response set is a set of methods that can potentially be
executed in response to calling any method on a class. Thus
RFC measures the potential communication between the given
class and other classes.

According to (Chidamber & Kemerer, 1994), the larger the
number of the methods that can be called from this class,
the more complex the class is. This means that testing and
debugging of the class is more complicated, since a large
number of methods can be called in response to a message.
A worst case estimate of RFC might even give a hint of how
to allocate the testing time.

F. Lack of Cohesion of Methods

Lack of cohesion of methods or LCOM is defined to be the
number of method pairs that operate on disjoint sets of instance
variables, reduced by the number of method pairs acting on at
least one shared instance variable. For example, the class in
Fig. 2 has two method pairs that access no common variables,
one pair of methods that access at least one shared variable,
thus yielding � ��� 
 ��� 
�� ���

.
More formally, let class � have methods � ��� � � � ����� � ���

and let � � denote the set of instance variables used by method� � . Let the set of method pairs acting on distinct variables
be � ��� � � � � ��� ��� � ��� � � ���  . Let the set of method
pairs accessing at least some common variables be  �
� � � � � ��� ��� � �!� � �#"�$�  . Then we can say that

� ��� 
 � �&%(' �)� � � 
*�  � �,+ 
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Fig. 2. A class with LCOM value 1

According to (Chidamber & Kemerer, 1994), cohesiveness
of methods within a class is desirable for several reasons:
it promotes encapsulation and decreases complexity, thus
cecreasing the likelihood of errors during the development.
Lack of cohesion implies that the class doesn’t have a cohesive
responsibility, and it probably should be split into smaller
classes.

Unfortunately, even if a class has � ��� 
 � + , it doesn’t
mean that the class has maximal cohesiveness. For example,
if the diagram in Fig. 2 had an additional method


��
that

accessed some of the variables accessed by method

 � , the

situation would yield � ��� 
 ��� � � 
 �  � � � 
 ��� + . Even
if it has � ��� 
 � + , it is less cohesive than a class that
contains no disjoint method pairs.

G. Metrics used in this study

The metrics were selected based on the study by Li and
Henry (Li & Henry, 1993). Some of the metrics were left out
due to inability to gather them. From the metrics suite of CK,
Li and Henry chose all but CBO. This was because “CBO is
proposed to measure non-inheritance related coupling” (Li &
Henry, 1993).

WMC was used with � � denoting the cyclomatic complexity
of the method


 � , just like in (Li & Henry, 1993).
In addition, Li and Henry have several other metrics. From

them I chose NOM, which tells the number of local methods in
a class. Local methods are not actually defined in the paper, but
Henderson-Sellers mentiones that Li has personally said them
to be public methods in a class (Henderson-Sellers, 1996, p.
153). This might be deduced from the explanation: “The more
methods a class has, the more complex the class’ interface
has incremented.” (Li & Henry, 1993) In my study, NOM is
defined as the number of public methods in a class. Thus it
measures the class interface properties.

Also two size metrics were used, SIZE1 and SIZE2. Orig-
inally, Li and Henry defined SIZE1 to be the number of
semicolons in a class and SIZE2 to be the number of properties
(attributes and methods) in a class. In my study, I used SIZE2

TABLE IV

METRICS USED IN THIS STUDY

Independant variables

SIZE1 lines of source code

SIZE2 number of methods and attributes

DIT depth in inheritance tree

NOC number of children

RFC response for a class

LCOM lack of cohesion of methods

WMC weighted methods per class

NOM number of methods

DAC data abstraction coupling

Dependant variables

CHANGE number of changed code lines

as it originally was meant to be. Unfortunately, I couldn’t
collect the number of semicolons in a class, so SIZE1 had
to be replaced with SLOC. But then again, lines of code is
very much proportional to the number of semicolons in a class,
given Java programming language.

In addition, Li and Henry had one metric that measured
coupling through abstract data types. For example, if a variable
of type Y (where Y is an object type) is declared in class X,
class X is coupled to Y since it can now access its properties.
The metric that measures coupling caused by abstract data
type definitions is called DAC (Data Abstraction Coupling).
Thus DAC can be defined as the number of abstract data types
defined in a class. DAC is also used in my study.

All these metrics form a set of independant variables in
the study. The dependant variable, CHANGE, measures the
number of changed code lines. One added or deleted line
would increment CHANGE with one. A changed line would
be counted as a deletion and an addition, thus incrementing
CHANGE with two. Only code lines were taken into account
when calculating CHANGE - no changes on blank lines or
comment lines affected this variable.

There is one problem with this change variable: it is a
measure of size, not effort, and the goal of this study is to
predict maintenance effort. But as (Li & Henry, 1993) point
out, a strong correlation is also found between the size and
effort measure for maintainability. Change is much easier to
collect and verify than effort.

All these metrics are presented in Table IV.

IV. EMPIRICAL DATA

A. Ant Apache Project

The empirical data was collected from an open source
project called Ant Apache Project. It is a developing tool used
in building and compiling software, and it is written solely
with Java programming language. It is an open source project,
which means that it is not centrally managed but the work is
contributed by independant developers all over the world. No
money is paid for developing the product, and the product
cannot be commercially used in any way.

There are two main reasons for selecting Ant as a basis
for this research. First, it is interesting to see if and how
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open source projects differ from commercial projects. Second,
none of the empirical studies mentioned before involved Java
as a programming language. From all possible open source
programs written in Java Ant was selected because it is a
reasonably mature software, it is widely in use and it has quite
good documentation.

For the study, I needed a series of concurrent versions in
order to be able to measure the change in the code lines.
Li and Henry (Li & Henry, 1993) collected their data for
three years, measuring the changed code lines as the program
was evolving. These changes covered both new features and
correction of errors. According to IEEE definition, software
maintenance is “modification of a software product after
delivery to correct faults, to improve performance or other
attributes, or to adapt the product to a modified environment”.
The approach of Li and Henry seems to fit this idea quite
nicely.

This means that the versions of Ant could contain both per-
fective maintenance (improvement of the program), adaptive
maintenance (adaptation to new environments) and corrective
maintenance (bug fixes). But in order to have a proper balance
between these areas, I chose not to start from the beginning of
the version history. Instead, I chose version 1.4 as the starting
point and version 1.5.1 as the ending point. Between these
two, there had been versions 1.4.1 and 1.5. Versions 1.4.1 and
1.5.1 containded mostly bug fixes when compared to previous
versions. Versions 1.5 contained also quite many new features.

More infomation about Ant Apache project can be found
from http://ant.apache.org.

B. Data Collection

The data collection took surprisingly long. It was really hard
to find a proper tool that could collect all the needed measures.
Finally I ended up measuring the needed variables using two
metric tools. TogetherSoft 6.0.1 collected many of the needed
metrics, but it was a commercial product. Fortunately it offered
a free 14-day trial license that enabled me to collect the
metrics. Many of the similar products had trials too, but they
were often limited, for example to handle only projects with
15 classes. In addition, a free metrics tool called JMetric was
used. It collected some of the needed metrics, but was only
able to produce an unformatted text file out of these metrics.
A lot of hand-written code was used to parse and calculate
the needed metrics.

Collecting the CHANGE variable took a huge amount
of time. Since there were almost five hundred classes, the
comparison of the different versions had to be done five
hundred times. Unix diff program and hand-written shell
scripts helped a lot in this task. The task was complicated
by the definition of the CHANGE variable: no comments, no
blank lines. This meant that all these differences had to be
filtered out from the CHANGE variable.

When data was collected and parsed into proper form, it
was analysed using SPSS 11.5. SPSS is a statistic program
that can be used to analyze large quantities of empirical data.
Using this program, a linear regression analysis was done on
the data.

TABLE V

SUMMARY OF METRICS BY CHIDAMBER AND KEMERER (1994)

Site Metric Median Max Min
A WMC 5 106 0
B WMC 10 346 0
A DIT 1 8 0
B DIT 3 10 0
A NOC 0 42 0
B NOC 0 50 0
A CBO 0 84 0
B CBO 9 234 0
A RFC 6 120 0
B RFC 29 422 3
A LCOM 0 200 0
B LCOM 2 17 0

TABLE VI

SUMMARY OF METRICS IN THIS STUDY, N = 468

Variables Average Median Min Max

SIZE1 92,07 46,5 0 967

SIZE2 11,49 7 0 101

NOC 0,740 0 0 70

DAC 1,140 1 0 16

DIT 2,189 2 1 6

LCOM 52,94 1 0 2371

NOM 6,138 4 0 67

RFC 33,48 24 0 404

WMC 16,88 9 0 173

CHANGE 50,89 10 0 754

V. RESULTS

A. Numerical results of the variables

Table V shows the empirical results that Chidamber and
Kemerer got by collecting their metrics from two different
sites A and B (Chidamber & Kemerer, 1994). It shows the
median, minimum and maximum of each metric.

Table VI shows the results of the study conducted for this
paper. Most of the values are quite similar to the values in the
study by Chidamber and Kemerer. But there are some remarks
that can be made.

First of all, LCOM values in my study were
considerably higher. For example, one of the classes,
org.apache.tools.ant.Project, had LCOM as high as 2371.
There were 25 classes that had LCOM over 200, which is
the highest value of LCOM that Chidamber and Kemerer
reported from their sites. There are at least three possible
explanations to this phenomenon. First, the metric tools
calculated the LCOM somehow wrong. But a vast majority
of classes seemed to have LCOM that reasonably well
corresponded to their code. Second, Java might promote
some habits (like getters and setters) that cause higher LCOM
values. Third, some of the biggest classes in Ant are maybe
lacking cohesiveness. This could have happened gradually:
when many people are adding something to these classes,
they lose their cohesiveness bit by bit.

RFC, DIT, WMC and NOC seem to be quite well in sync
with the results of Table V. The highest value of NOC was
70 in class org.apache.tools.ant.Task. Many tasks have been
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TABLE VII

RESULTS OF REGRESSION ANALYSIS FOR TWO MODELS BY LI AND HENRY

Full model analysis

independant variables SIZE1, SIZE2, DIT, NOC, RFC,

LCOM, WMC, DAC, NOM

dependant variable CHANGE
� -value 0.0001 (site A) / 0.0001 (site B)���

0.9096 (site A) / 0.8737 (site B)

Adjusted
���

0.8773 (site A) / 0.8550 (site B)

Size model analysis

independant variables SIZE1, SIZE2

dependant variable CHANGE
� -value 0.0001 (site A) / 0.0001 (site B)���

0.6617 (site A) / 0.6282 (site B)

Adjusted
� �

0.6429 (site A) / 0.6172 (site B)

inherited directly from the Task class. This maybe implies
that it would have been better to group some of these children
into smaller subclasses and not to inherit directly from the
Task class. The values of DIT show that inheritance was used
at least somehow (median 2, average 2,1). But as can be
seen from the minimum value of DIT, Java has a common
superclass for all classes in the hierarchy. The maximum of
DIT (6) is lower than the maximum at both sites (8 and 10).
Thus DIT and NOC might imply that the inheritance hierarchy
should be deepened, instead of creating many subclasses from
the same superclass.

Often the classes that had a maximum value in some of
the categories were changed quite a lot during the period of
inspection. For example, org.apache.tools.ant.Project had 461
changed code lines, while the class with the highest WMC
value had 738 changed code lines.

B. Analyzing the two models

Like in (Li & Henry, 1993), the aim of this study was
to find out if the given independant variables (see Table IV)
were able to predict the maintenance metric. Two models were
constructed. The first model contained all the independant
variables in Table IV, and is called the full model. The
second model contained only the two size variables and is
called the size model. The idea behind these two models
was to investigate the factors behind the maintenance effort.
Program size might be one of those predictors, and this
assumption is evaluated with the size model. The full model
might tell whether there are other factors that conclude to the
maintenance effort.

The analysis of the two models was conducted using linear
regression analysis for multiple variables. It tried to establish
some correlation between the independant variables and the
dependant variable, and then gave the propability of this model
being right. Some key concepts in this analysis are:

� Sample
A set of classes in Ant versions from 1.4 to 1.5.1.

� Population
A set of all classes existing in open source environment.

TABLE VIII

RESULTS OF REGRESSION ANALYSIS FOR THE FULL MODEL

���
Adjusted

��� � -value

0,578 0,570 0,000

Variable Coefficient � -value

SIZE1 0,476 0,000

SIZE2 -0,997 0,332

DIT 9,500 0,011

NOC 0,704 0,392

LCOM 0,103 0,000

RFC -0,945 0,000

WMC 2,013 0,000

NOM -0,597 0,627

DAC 1,949 0,574

�
� �
The percentage of the variance in the dependant variable
in the model that is due to the independant variables in
the sample. It can also be said to be an indicator of how
well the model fits the data.

� Adjusted
� �

The percentage of the variance in the dependant variable
in the model that is due to the independant variables in
the population. Note the difference here: the population
is a larger concept than the sample.

� p-value
The significance of the results observed. It represents the
probability of error one takes in accepting the results of
the analysis. When it is very small, it is highly likely that
the results are correct. Note that this does not tell anything
about the fitness of the model. Results with

��� + � +�� are
often considered to be significant.

When looking at the results Li and Henry got, (see Table
VII), the three questions asked in the study are answered. First,
the full model has adjusted

� �
values 0,8773 for site A and

0,8550 for site B. Thus Li and Henry deduce that 87,7 and 85,5
percent of the variance in CHANGE variable in the population
can be explained with the regression model. This is quite high
correlation between the model and the CHANGE variable. The�
-value is extremely small (0.0001 in both cases), which means

that the probability of an error when accepting this result is
almost none. So Li and Henry deduce that the maintenance
size (or effort) can be predicted with some accuracy with the
full model metrics.

Using these same terms, the results for the full model
regression are shown in Table VIII.

� �
is 0,578, which means

over half of the variance in this sample is accounted for by the
metrics. Adjusted

� �
is almost the same (0,570) which means

that the full model also explains 57 percent of the variance in
the population. This is quite a goof correlation. In addition,
this correlation is significant, since the

�
-value is so small

(0,000). This means that there is little risk in accepting these
results. When compared to results by Li and Henry, is can be
seen that the correlation is not as good as they observed.

The coefficients of the regression are shown in Table VIII.
Given the regression coefficients � ��� ����� � � � and independant
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TABLE IX

RESULTS OF REGRESSION ANALYSIS FOR THE SIZE MODEL

���
Adjusted

��� � -value

0,537 0,535 0,000

Variable Coefficient � -value

SIZE1 0,579 0,000

SIZE2 0,354 0,441

variables ' ��� ����� � ' � , the dependant variable can be predicted
from the equation ���  � � ' �  �����  � � ' � . Each coefficient
is associated with the

�
-value that tells how significant the

coefficient is in the equation.
When analysing the regression coefficients in Table VIII,

some remarks can be made. Only four of the independant
variables have significant

�
-value for their correlation coeffi-

cient. This might imply that the model has too many variables,
and that a stripped model would predict better the dependant
variable. This is interesting, since Li and Henry inform nothing
of this phenomenon. In fact, they don’t statistically verify why
the full model should contain all the variables it contains. For
example, what if only some subset of the full model would be
the main predictor in the model? Li and Henry test one subset,
namely the size model, but don’t discuss the other variables
at all. Using a simple statistical analysis would have maybe
implied that only some part of the full model is responsible
for the variation in CHANGE variable.

The other model, called size model, contained only two
independant variables: SIZE1 and SIZE2. When looking at
the results by Li and Henry (Table VII), one can see that 66,7
percent (at site A) and 62,8 percent (at site B) of the variance
in CHANGE variable in the sample is accounted for the size
model. The situation in the population is 64,3 percent and 61,7
percent. Again, the results are significant.

When looking at the results from this study (Table IX), one
can see that the results are quite similar to the full model. The
model explains 53,7 percent of the variation in the sample and
53,5 percent of the variation in the population. This is quite
good correlation. Again, the results are significant.

The coefficient for variable SIZE1 is approximately the
same as in full model, and both are significant. But variable
SIZE2 behaves quite oddly. In the full model it has a negative
correlation coefficient, in the size model it has a positive
coefficient. In both cases,

�
-value is way beyond the treshold

value, which means that there is a high risk of getting false
results. This is perhaps the only way these results can be
explained: the coefficients of SIZE2 are false, thus giving odd
results. This implies that variable SIZE2 might be useless in
both of the models, and it should be stripped off to get better
results.

VI. CONCLUSIONS

What conclusions can be made from these results?
First of all, these results at least partially revalidate the

results by Li and Henry (Li & Henry, 1993). The regression
analysis of both full model and size model implies that there
is some correlation between the models and the maintenance

size (effort). But these results also might imply that the models
may contain redundant or needless variables. This is an issue
that Li and Henry didn’t discuss at all - they just piled up all
the variables and did the regression analysis for all of them.

Of course, one cannot make any great assumptions based
on this kind of study. There are plenty of error sources that
must be considered before doing more research. The results
might be different from Li and Henry because of the following
reasons:

1) There is a significant difference in the development
environment, either due to open source project or Java
programming language.

2) The metrics were collected in a wrong way, and the key
metrics were missing from the set.

3) The data was biased in some way, thus leading to false
results.

In my opinion, the first answer is probably not the right
one. Java programming language is not so different from C++
for example, and the same laws of OO paradigm apply to it
too. Open source project might lead to a bit different values for
CK metrics, just like two different design approaches produced
different values in (Sharble & Cohen, 1993). But it is quite
hard to see why this would result in altogether false results
with the regression analysis.

The second reason might explain some of the differences,
too. One can never really be sure that downloaded tools
calculate the metrics correctly. But I manually checked some
of the results that the tool gave, and double-checked that the
definitions of the metrics were the ones needed in the models.
Thus this option is not very likely.

And so we come to the third point: the data is biased. In
my opinion, this might actually explain differences between
this study and the study by Li and Henry. The one and most
crucial source of bias was the CHANGE variable. When first
collecting the data, it soon became obvious that the time span
of the maintenance had been too short. So I decided to add a
few versions to this period, and this balanced the distribution
of CHANGE variable. Still, these changes might still be too
random to show similar results.

So a better sample of changes would have been a longer
period of development. But one has to be wary of where
and when the development of a product is not maintenance
anymore but a new version of the product has been published.
Fig. 3 shows the staged model of the software evolution. A
totally new version of the old software is often not good in
predicting the maintenance effort.

But it might also be true that the study conducted in this
paper revealed some of the weaknesses in the analysis by Li
and Henry. They didn’t discuss at all the possibility of reducing
their full model, and didn’t analyse the coefficients at least in
the paper. This is a bit shame, since these figures might have
given some hint on this matter.

In the future it might be interesting to continue this research
by expanding the versions under observation and analysing
the impact of different models. Can some of the variables be
removed from the model without losing the correlation? Can
some variables be added into the model to gain stronger cor-
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Fig. 3. The staged model of software life cycle

relation? These questions might give some clue in predicting
the maintainability of open source programs.
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